Biosta ti sti cs Part |
Key Concepts, Descripti on

¥ Population, sample and individual
¥ Quantitative vs. categorical data

¥ How do we summarize data?

B Numerical summaries
b Graphical summaries

¥ Measures of central tendency
¥ Measures of dispersion



Two historical perspectives on the need for
data in decision- making:

QAristotle maintained that women have fewer teeth than men;
although he was twice married, it never occurred to him to verify
this statement by examining his witsouthsO -- Sir Bertrand
Russell,The Impact of Science on Society, 1952.

Ot is a capital mistake to theorize before you have QataSir
Arthur Conan DoyleScandal in Bohemia.

The bench science perspective on statistics:

Of your experiment needs statistics, you ought to have done a
better experimermDErnest Rutherford.



The role of statistics: to help us design and
analyze studies to make inferences about
the larger world, in the face of variation
and uncertainty.

We start with a question, obtain data, |ook
at and summarize the data, and then make
Inf erences about the larger universe that
gave rise to the data.

For medical research, the biggest challenge
we face - and also the source of interesting
guestions - is variation.



Populations, Samples, and Individuals

Aristotle speculated about the  population of all women
(compared to the population of men). He had immediately
available to him a sample of two women, and he could
have counted the number of teeth for two  individuals.

The population is the collection of all people about whom
you would like to ask a research guestion. This might be
a fairly clear-cut easily debned set of people:

QN hat proportion of people 65 or older in the US
today have Alzheimer @ disease?

Or it might be a more hypothetical group:

(How much of a reduction in symptomatic days
could a person expect if treated with a new antiviral for
Ru?0



Typically, you can ® study everyone in the population.

You can® afford to have everyone 65 or older
seen by a neurologist, even if you could Pnd them!

You can® test everyone with the Ru because the
cases haverd even occurred yet!

So you study a sample, and you try to generalize to the
population. The sample size is the number of individuals
In the sample (not the number of measurements you
make on each person!)

A good study design will help make your sample
representative of the population you are concerned
about. Good statistical analysis will help tell you the
best answer to your question about the population, and
also how far off you might be.



All biostatistics begins with description. Before you do
anything else, you look at the data and summarize the
data. Our goal in this hour Is to show you how to get a
brst look at the data and get ready to do more

elaborate procedures.

A statistic Is just a numerical summary of the data, like
the largest number in the data set.

Descriptive statistics should be clear and easily

Interpreted. They should not mislead you about the data
they are summarizing.



Most data fall into two broad classes: quantitative and
categorical .

Quantitative data include both continuous and discrete
types.

Continuous data are used to report a measurement of
the individual that can take on any value within an
acceptable range. For example, age, systolic BP, [K+],
change in weight over 6 months.

Discrete data are used to reporta numerical
characteristic of the individual that can take on only a
limited number of values. For example, number of
pregnancies, number of visits to primary care doctor,
number of lymph nodes positive.



Categorical data are used to report a characteristic of
the individual that has a bnite, usually small number of
possibilities. The categories should be clear cut, not
overlapping, and cover all the possibilities. For example,
sex (male or female), vital status (alive or dead), disease
stage (depends on disease), ever smoked (yes or no).

Make sure you are very clear about the dePnitions. Does
(ne cigarette and | didn @ inhale Ocount as smoking?

When designing a study, allow for missing values and
refusals.

Document the codes you use for yes/no, missing data,
and how you handle weird cases.



An example to work with: Respiration and heart rate
during submaximal exercise testing. Gulsvik et al. Clin.
Physiol. 2001.

People who have severe abnormalities of heart or lung
typically have Gabove normalOventilatory response to
exercise. How do we decide what is GiormalC? In our
study we used:

A random sample from a general population.

Nonsmokers, no history of respiratory or cardiac
disorders.

Bicycle testing at submaximal levels (so everyone
could do.)

(Population is in Bergen; how generalizable ?)



Summarizing categorical dat a:
Report as numbers, proportions, or percent.

|f the numbers vary for different questions,
It@ Important to report that, too.

In general, | report proportions or percent to
at most 3 signibcant digits (sometimes just 2).

Missing values are usually excluded from the
summary.



Summary of the Bergen study data

We had 373 people in the study: 230 women, 143 men. So
the participants were 62% female.

All subjects were able to do the test at oxygen uptake
level 1.0 I/min. At 1.5 |/min, all males were able to do
the test and 160 women completed it (70%). At 2 I/min,
only 53 women (23%) could do the test, and all but 9
men could do the test (94%).

Main causes for cessation, out of the 186 who quit at
some point: leg fatigue (62%), general fatigue (5%),
shortness of breath (2%) and unspecibPed causes (8%).
(Note these don® add to 100% - lots of odds and ends,
just one person said that - Qther Owas 23%.)



Graphical summaries for categorical data

¥ Bar graphs for categories
that are separate.
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¥ Histograms for categories Exercise tes
that represent divisions of
continuous data, e.g. age gp. 100+
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Proportion of ID and non-
ID doctors who report
prescribing prophylactic
antibiotics for transplant
patients.

Procedures:

RTC = Routine Teeth Cleaning
IDW = Invasive Dental Work
EGD = diagnostic
esophagogastroduodenoscopy
EST = EGD with sclerotherapy
EBL = EGD with endoscopic
variceal band ligation

EWD = EGD with dilation
CWB = Colonoscopy with biopsy
CWOB = Colonoscopywithout
biopsy
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Summarizing continuous dat a: Measures of
central tendency

Measures of central tendency tell you in some
sense where you might expect a QypicalOperson
to be, in the middle of the data.

The mean is the arithmetic average. For
example, iIf 3 people were in hospital 8, 10 and
30 days respectively, the mean time is 48/ 3 = 16
days. But if they were 8, 10 and 12, the mean Is
30/ 3 = 10 days. Note: mean Is sensitive to
outliers!



More measures of central tendency:

The median is the value at which half the
numbers are higher and half are lower. |f
number of individuals is odd, it is the middle
value (rank (n+1)/ 2) and if number is even, it
IS average of two middle values. Note t hat
median in both examples above is 10. Not
sensitive to outliers!

A patient might want to know median; an
Insurer the mean.

The mode is the most common value; rarely
used.



Line hist ogram showing distribution of heart
rate (HR) in women in the Bergen study

Women's HR at 1 1tr O2/min
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Features to look for in pictures:
¥ Symmetry vs. skewness.
¥ Short tails vs. outliers.

¥ Bell-shaped curve vs. very peaked, very [3at, or
multiple peaks.

¥ Rough idea of central tendency.

¥ Rough idea of spread.

What do we see in the HR data?



Measures of central dispersion for measurements
In women exercising at 10 liter O,/ minute:

Heart rate: Median = 133 beats/ min, mean = 134
peat s/ min.

f data are long tailed to right, mean will be >
median, infBuenced by those high-valued outliers.
Here mean roughly = median, a good sign t hat
data are fairly symmetric. The picture looks
more or less bell-shaped, too. Symmetric but
maybe a bit 3attened out.




Measures of spread.

The simplest Is the range: largest - smallest. Very
sensitive to outliers. Almost worthless for doing any
real statistics. Useful to diagnose data problems.

More useful: measures based on percentiles; the
median Is also known as the 50th percentile, because
half the data are less than that value. The 25th
and 75th percentiles are called the quartiles,
because one-quarter and three-quarters,
respectively, of the data fall below them. The

dif ference between the quartiles is the inter-
guartile range. Some epidemiologists also work wit h
tertiles, quintiles, or deciles.



The standard deviation (SD):

The most useful measure for biostatistics work is the
standard deviation. It is based on the average of the
squared distances from the mean. (Then the square root
IS taken to make the units come out right - that is,

same units as the original measurement.)

The variance is the square of the SD. It is important in
some statistical calculations and procedures, e.g.
Analysis of Variance (ANOVA).



If your data follow a bell-shaped distribution curve (also
known as the normal or Gaussian distribution), the
standard deviation tells you how far any one individual
might stray from the mean.

For a bell-shaped distribution:

Two-thirds of the individuals will lie within one standard
deviation below the mean to one standard deviation above
the mean.

95% of the individuals will lie within two standard
deviations below the mean to two standard deviations
above the mean.

Hardly anyone will ever fall outside three standard
deviations above or below the mean.



For the heart rate data, the standard deviation is about
16.7. Recall that the mean was 134, so look at 134 - 16.7
and 134 + 16.7 to start.

We should bnd that two-thirds of the data fall between
117 and 151, and in fact 16% fall at or below 117 and
another 19% above 151. Note this is not quite perfect -
the upper tail is a little longer and Ratter than the bell-
shaped curve, so has a bit more out there Iin the talil.

We would expect to bnd around 5% out below 100 or
above 168, and in fact we bnd none below but 6% above,
again consistent with a slightly 3at, long-tailed

distribution up at the far end.

No one, however, falls outside 3 standard deviations away
from the mean. So we have no outliers in this data set.



How accurate Is our guess at the mean?

Suppose wed like to publish a paper and say that the
mean heart rate for healthy non-smoking women at
submaximal exercise levels is 134 beats/min.

We haven® seen ALL healthy non-smoking women, just a
random sample of 230 of them. Maybe we happened to
get the ones with fast pulse rate, or with slow pulse

rate.

How sure can we be about that estimate of 1347 Could we
be off by 1? 2?7 10? 207

How can you guess without studying all healthy women?



Answer: We can® be completely sure about this group
of 230 women, but we know a lot about how the
scientibPc process of taking a random sample and Pnding
its average will behave.

The LAW OF LARGE NUMBERS tells us about the
central tendency of averages of observations from n
iIndependent individuals.

The CENTRAL LIMIT THEOREM tells us about the shape
and spread of the histogram of averages of observations
from n independent individuals.



1. The means from random samples like ours are
centered around the true population mean. That is,
our process Is unbiased.

2. The means from random samples like ours have
approximately a bell-shaped distribution, that gets
closer and closer to the true population mean, as the
sample size gets bigger. The more data you get, the
more precise your guess at the population mean.

The yardstick for how close the sample is to the truth is
called the standard error. It is the standard deviation
(how much a single individual might differ from the
mean) divided by ! n. So the more data we have, the
closer our sample mean should be to the truth, since
almost all random samples will be very close to each
other and to the true mean.



The means from all the random samples we might
have gotten follow a bell- shaped dist ribut ion.

Thus we know that 95% of them should be
wit hin two standard errors of the truth.

So we guess that the truth is somewhere wit hin
two standard errors above our mean or two
standard errors below it.

We call this a 95% confidence interval.

For 95% of experiments, an interval calculated
by this formula will include the true mean.



In our data set, the standard error is 16.7/1 230 =1.1.

Our estimated mean was 134 and our standard error
turned outto be 1.1, so two SE = 2.2.

A 95% conbdence interval for the mean would be about
from 131.8 to 136.2. This is usually written (131.8, 136.2).

We have 95% conbdence that the population mean lies
In this interval, because we are using a scientiPc
procedure that works like that! We know that 95% of
our studies will give us an interval that covers the true
mean (but we will be off in 5% of our studies.)



Suppose we wanted to get a tighter conbdence interval
We can improve precision by increasing the sample size.

The more data you have, the better your guesses about
the population mean or other population characteristic of
Interest.

If we wanted to cut the width in half (make the study
twice as precise) we would have to sample 4 times as
many people.

The precision of our study only increases like the square
root of n, not like n. So quadrupling the sample size only
cuts the standard error in half.

So it takes some planning in advance to design a study
that will meet your goals, for a reasonable cost.



Now back to our initial question. How do we tell if a
woman has impaired ventilatory response to exercise?

We found normal women average 134 heart beats per
minute at oxygen uptake of 1.0 liter/min (95% CI, 132-
136). How much higher or lower would a woman have
tobe to seem QunusualC® What if she had a rate of 1372

No, not unusual! No matter how well we know the MEAN,
individuals don® have to be average. The standard error
tells how well we can estimate the mean. The standard
deviation tells how well we can guess any individual.

So we wouldn® bnd 137 especially surprising. We
probably wouldn ® be surprised by any value between 100
and 150 or so - two standard deviations above and below
the mean.



